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Because of its wide applicability, many ecient implementations of the Fast
Fourier Transform have been developed. We propose that an ecient implementation can be produced automatically and reliably by partial evaluation. Partial
evaluation of an unoptimized implementation produces a speedup of over 9 times.
The automatically generated result of partial evaluation has performance comparable to or exceeding that produced by a variety of hand optimizations. We
analyze the benets of partial evaluation at both compile time and run time,
focusing on compiler issues that aect the performance of the specialized program.

1 Introduction
The Fourier transform and its inverse are widely used in a variety of scientic
applications, such as audio and image processing 21], integration 21], and calculation using very large numbers 3, 22]. The transform converts a function
dened in terms of time to a function dened in terms of frequency. When a
function is dened over the frequency domain, some expensive calculations are
more tractable. This technique was made practical by the development of the
Fast Fourier Transform (FFT) 7], which uses a divide-and-conquer algorithm
to calculate the Fourier transform of a function represented as a discrete set of
evenly-spaced data points. The divide-and-conquer algorithm reduces the complexity from O(n2 ) to O(n log n), where n is the number of data points.
Despite the signicantly improved performance, the FFT remains an expensive operation. Many computations spend a substantial amount of time performing FFT's. For example, the 125.turb3d program of the SPEC95 Benchmark
suite 8] spends about 40% of the time performing FFT's of 32 or 64 elements, using a hand-optimized implementation. Much eort has gone into hand-optimizing
implementations of the algorithm. These optimizations include using recurrences
to limit the number of calls to sine and cosine, eliminating the calls to these math
library routines completely by reimplementing them more eciently or using tables, reducing the number of real multiplications, and unrolling loops.
In this paper, we investigate whether partial evaluation is a suitable tool
for generating an ecient FFT implementation. One measure of success is how
many expressions are eliminated or simplied by partial evaluation. In this paper, we take a lower-level approach, and analyze the performance obtained on a

particular architecture (the Sun Ultrasparc). We nd that partial evaluation improves the unoptimized implementation over 9 times when the input contains 16
elements and over 3 times when the input contains 512 elements. In an expanded
version of this paper 16], we demonstrate that these results are competitive with
the performance of hand optimization techniques, as illustrated by a variety of
existing, publicly-available implementations.
The rest of this paper is organized as follows: Section 2 presents an overview
of partial evaluation. Section 3 assesses the opportunities for specialization presented by the FFT algorithm, and estimates the speedup that can be obtained.
Section 4 carries out the specialization of a simple implementation of the FFT.
In Sections 5 and 6, we slightly rewrite the source program to get better results
from specialization at compile-time and run-time, respectively. Finally, Section
7 describes other related work and Section 8 concludes.

2 Overview of partial evaluation
Partial evaluation is an automatic program transformation that specializes a
program with respect to part of its input. Expressions that depend only on the
known input and on program constants are said to be static. These expressions
can be evaluated during specialization. Other expressions are said to be dynamic.
These expressions are reconstructed to form the residual program. An o ine partial evaluator begins with a binding-time analysis phase that determines which
constructs are static and which are dynamic. Constructs are annotated to be
evaluated or reconstructed accordingly. Binding-time analysis is followed by specialization, which builds the specialized program following these annotations.
We use the Tempo partial evaluator 5, 13] for the C programming language.
Tempo is the only partial evaluator for C that provides specialization at both
compile time and run time, based on a single, compile-time, binding-time analysis. This structure is illustrated in Figure 1.
Compile-time specialization maps source code into specialized source code,
based on invariants supplied at compile time. The specialized program may subsequently be compiled by any compiler. Thus, this approach is not tied to a
particular compiler or architecture.
Run-time specialization specializes a program based on invariants that are
not available until run time. Run-time specialization directly produces object
code for a particular architecture. To limit the run-time overhead, Tempo constructs the specialized code out of code fragments, known as templates, that are
compiled at compile time 6], i.e., before run time. These templates contain holes
to represent static subexpressions, whose values are not available until specialization. Specialization at run time consists of evaluating the static expressions,
copying the compiled templates, and lling the holes. Experiments have shown
that the overhead for specialization at run time following this approach is small
18].

Fig. 1. Overview of Tempo

3 Why specialize the FFT?
We rst consider why an implementation of the FFT is a good candidate for
optimization via partial evaluation. The FFT is generally a module in another
program. The benet accrued from specializing a module depends on two factors:
how often it is invoked with the inputs to which it is specialized, and what
proportion of the computation of the module depends only on those inputs. The
former requires examination of typical calling contexts, while the latter requires
that we analyze the FFT implementation itself.
Using the analysis of the implementation, we then approximate the speedup
obtainable from this approach. This approximation will be used to evaluate the
success of our subsequent specializations of the FFT.

3.1 Typical calling contexts

We consider the FFT of a function represented as a one-dimensional array of
complex numbers. In many applications, such an FFT is repeatedly applied to a
stream of functions of xed size. Furthermore, a multi-dimensional FFT can be
implemented as a one-dimensional FFT iterated over all the rows and columns
of the array. Thus, in a typical application, a one-dimensional FFT is applied
many times to data sets of the same size. These observations suggest that it may
be useful to specialize an implementation of the FFT to the number of elements
in one dimension and the direction of the transformation.

3.2 Analysis of the implementation

An unoptimized implementation, adapted from Arndt 2], of the FFT is shown in
Figure 2. The program consists of two procedures: fft and scramble. The arguments to the main procedure, fft, are two one-dimensional arrays (representing

the real and complex components of the function respectively), the size of each
array, and an integer representing the direction of the transformation. Because
of the divide-and-conquer strategy, each of the pair of arrays representing the
function to transform has a size that is a power of two. The procedure fft rst
calls scramble to reorder the array elements, and then carries out the transform.
The implementation follows the structure of the mathematical algorithm. This
structure is typical of more optimized implementations.
The fonts used in Figure 2 represent the result of binding-time analysis with
the array size and the direction of the transformation static. Static constructs
are italicized, while dynamic constructs are in bold face.
The most computationally intensive part of the program consists of the three
nested loops in the fft procedure. As indicated by the result of the binding-time
analysis, this portion of the program contains the following opportunities for
improvement by specialization:

{ All loop tests are static. Thus loops can be unfolded, leading to straight-line
code.
{ The second of the three nested loops contains a static call to the sine func-

tion and a static call to the cosine function on each iteration. Eliminating
these expensive function calls should lead to a signicant performance improvement.
{ In the innermost loop, there are numerous references to static variables
within dynamic expressions. When specialization is performed at compile
time, the compiler of the specialized code can exploit the resulting constant
values. For example, the compiler can eliminate multiplications by 0 and 1.

Overall, both the opportunities for shifting signicant computation to specialization time, and, in the case of compile-time specialization, the prospect of
more eective compilation of the specialized program, make implementations of
the FFT attractive candidates for partial evaluation.

3.3 Speedup estimation
While partial evaluation would seem intuitively to improve performance by eliminating expensive computations, it can also degrade performance by producing
code that is too large to t in the instruction cache, or to be compiled well. To
assess the speedup obtained by partial evaluation, we characterize the expected
speedup based on an analysis of the implementation. The expected speedup depends on two factors: the amount of code that is eliminated by specialization
and the execution time of this code. We estimate the former using a complexity
analysis of the implementation, described in terms of the number of elements n
and the costs of the static and dynamic parts of the fft and scramble procedures. We estimate the latter using the speedup obtained by specialization to
16 elements (the smallest number of elements considered in our tests). Specialization for 16 elements produces a relatively small program, which we assume
does not cause cache problems and can be compiled eectively. We then combine
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Fig. 2. Binding-time analysis of fft and scramble. Static expressions are in italics and
dynamic expressions are in boldface.

this information to estimate the speedup expected for more values. N.B. For the
fft and scramble procedures, the number of iterations of the inner loop(s) depends on the current value of the loop index of the outermost loop. To simplify
the presentation, we describe the complexity of a loop as the number of times
its body is executed per invocation of the enclosing procedure, rather than per
invocation of the enclosing block of code.
The scramble procedure consists of two nested loops. Both loops are unrolled
by specialization. The outer loop contains the completely static inner loop and
some dynamic code. This dynamic code has complexity n2 . The static inner loop
has complexity n. Let ss represent the cost of one iteration of the static inner
loop, and sd represent the cost of one iteration of the dynamic part of the outer
loop. Then, the complexity Sun of the unspecialized scramble procedure is:
n
Sun = nss + sd

2
The specialized procedure consists of just the dynamic code of the outer loop.
Thus, its complexity Ssp is:
n
Ssp = sd

2
The fft procedure consists of three nested loops. All loops are unrolled by
specialization. The complexity of the outermost loop is log n. The complexity of
n
the second loop is n. The complexity of the innermost loop is n log
2 . The outer
two loops consist of static code and the nested loop. Thus, only code from the
body of the innermost loop appears in the residual program. The cost of the
static code in the outermost loop should be negligible, and the complexity of
the loop is comparatively small as well, so we omit the outermost loop from our
complexity estimate. Let fs represent the cost of the static code in the second
loop, and fd represent the cost of the dynamic code in the innermost loop. Then,
the complexity Fun of the unspecialized fft procedure is:
Fun = nfs +

n log n

2 fd
The complexity Fsp of the specialized procedure is:
Fsp =

n log n

2 fd
Solving the above equations for ss , sd, fs , and fd in terms of Sun , Ssp , Fun ,
and Fsp gives the following equations:
Ssp f = Fun ; Fsp
ss = Sun ;
s
n
n

sd = n2 Ssp

2 Fsp
fd = n log
n

Substituting the actual execution times of the specialized and unspecialized procedures for 16 elements gives an estimate of the costs of the static and dynamic
blocks of code.
The speedup obtained by specialization of the complete program is:
n log n
Sun + Fun n2 sd + nss + nfs + 2 fd
=
Ssp + Fsp
n sd + n log n fd
2
2
The expression on the right, instantiated with the estimated values of ss , sd , fs ,
and fd , calculates the expected speedup for any number of elements.

4 Specialization of a simple FFT implementation
We now assess the performance of the result of specializing the FFT implementation, shown in Figure 2, to the number of elements and the direction of the
transformation static. We carry out specialization at both compile time and run
time.

4.1 Methodology
The experimental results were obtained on a 200MHz Sun ultrasparc running
Solaris (SunOS 5.5). The machine has 256MB of main memory, a 16KB primary data cache, a 16KB primary instruction cache, and a 512KB secondary
cache. Programs were compiled with gcc version 2.8.1 using the options -O2
-mcpu=ultrasparc -ffast-math and Sun's cc compiler version 4.2 using the
options -fast -xO5 -xinline=]. These are the maximum optimization levels
for these compilers, omitting inlining, which is not interesting for this program.
For run-time specialization, templates were compiled with gcc with the additional option -fno-schedule-insns to prevent unwanted scheduling optimizations within templates. This option was not used in compiling the unspecialized
reference program. Run times were calculated using getrusage and include only
the user time.

4.2 Compile-time specialization
The specialized program consists of the specialized fft procedure, which calls
the specialized scramble procedure. The specialized fft procedure is straightline code, built from the dynamic code in the innermost loop. The calls to sin
and cos have been eliminated, and the uses of their values have been replaced by
explicit constants. Array indices are constant as well. The specialized scramble
procedure is similar.
Figure 3 shows the performance of the specializations for 16 to 512 elements.
The expected speedups are shown in parentheses after the actual speedups, and
are based on applying the formula derived in Section 3.3 to the speedup obtained

for 16 elements. For 32 and 64 elements, the actual speedup achieved when
using gcc is slightly lower than the expected speedup, while the actual speedup
achieved when using cc is slightly higher than the expected speedup. In both
cases there is a signicant drop o in performance at 128 elements. We examine
some reasons for this behavior in Section 5.
gcc

Source Compile-time specialization
Size Time Time
Speedup
16 40.89 4.54
9.00
32 89.63 11.53
7.77 (8.09)
64 193.07 27.73
6.96 (7.37)
128 402.10 73.46
5.47 (6.78)
256 818.38 199.50
4.10 (6.29)
512 1682.42 518.32
3.25 (5.87)

cc

Source Compile-time specialization
Time Time
Speedup
34.94 4.66
7.50
76.27 10.21
7.47 (6.90)
160.74 23.41
6.87 (6.40)
331.45 71.95
4.61 (5.98)
678.74 143.65
4.72 (5.62)
1398.50 337.74
4.14 (5.31)

Fig. 3. Performance of the source program and compile-time specializations (times in
microseconds).

4.3 Run-time specialization

The structure of the code produced by run-time specialization is the same as the
structure of the code produced by compile-time specialization. The speedups
obtained by run-time specialization are shown in Figure 4. Again, the expected
speedups, shown in parentheses after the actual speedups, are based on applying
the formula derived in Section 3.3 to the speedup obtained for 16 elements. Figure
4 also shows the cost of specialization, itself. Because specialization is performed
at run time, the specialized code must be run several times to pay for the cost
of specialization. The number of runs required to amortize this cost is shown
in the column labeled \=". (Where specialization slows down the program, this
value is 1.)
The speedups obtained by run-time specialization are quite low, when compared to the speedups obtained by compile-time specialization. Furthermore,
for more than 16 elements, the speedup is consistently lower than the expected
speedup. For 512 elements, the specialized program is actually substantially
slower than the original program. The time required to generate the specialized
program is also substantial. We examine some solutions to these problems in
Section 6.

5 Improving the result of compile-time specialization
Compile-time specialization of the FFT implementation produces two quite large
procedures containing many integer and oating-point constants. These features

Source
Run-time specialization
Size Time Generate Time Speedup
16 40.74
366.59 12.07 3.38
32 89.19
893.12 34.40 2.59 (2.96)
64 188.53 2130.64 88.01 2.14 (2.67)
128 390.71 4923.36 203.10 1.92 (2.45)
256 812.21 11089.39 476.79 1.70 (2.29)
512 1669.31 25691.15 2584.33 0.65 (2.15)

=
13
17
22
27
34

1

Fig. 4. Performance of the source program and run-time specializations (gcc only,
times in microseconds).

are atypical of handwritten C code, and thus hardware and compilers may not
be optimized for such programs. We now examine the eects of cache behavior
and compiler optimizations on the performance of specialized programs.

5.1 Hardware considerations
The ultrasparc has a 16KB primary instruction, a 16KB data cache, and a
512KB secondary cache. Figure 5 presents the size of the assembly code for the
specialized programs and the size of the dynamic arrays. In all of our experiments
the data ts within the primary data cache. For more than 64 elements, the
specialized code does not t within the primary instruction cache. Nevertheless,
both the data cache and the instruction cache aect the performance of the
specialized program.
Size
16
32
64
128
256
512

Array Specialized code size
size
cc
gcc
0.256 2.036
2.052
0.512 5.168
5.188
1.024 12.860
12.868
2.048 30.228
32.612
4.096 70.132
82.852
8.192 158.948
164.004

Fig. 5. Data and code sizes (KB)
The behavior of the data cache has a signicant eect on the performance
of the specialized programs. In our experiments, we iterate the fft procedure
many times on the same pair of arrays. In the best case, all of the array elements remain in the cache between each iteration. Thus there are few data cache
misses during the execution of the fft procedure. In the worst case, all the array
elements are overwritten with values in other locations between each iteration.

Figure 6 compares the performance at these two extremes. For readability, we
normalize the runtime by the complexity of the implementation, following the
strategy of Frigo and Johnson 10]. For both gcc and cc, the specialized program is signicantly faster when the data cache is preserved between iterations.
Overwriting the data cache between iterations of the fft procedure slows down
the unspecialized program only 3-5%, however. We have thus omitted this case
from the gure.

5 * n log n / runtime
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Fig. 6. Performance of the unspecialized and specialized implementations, comparing
data cache behavior.
As shown in Figure 5, for more than 64 elements, the size of the specialized
program exceeds the size of the instruction cache. Figure 6 shows that in all cases
there is a drop o in performance at this point. The drop o is more signicant
when the data cache remains intact between iterations. When the specialized
program is compiled with gcc the performance declines steadily, whereas when
the specialized program is compiled with cc the performance levels o. Thus, we
now turn to the dierence between the behavior of cc and gcc on the specialized
FFT implementation. We only consider the case where the data cache is overwritten between iterations, since a real application would likely apply the FFT
to a dierent pair of arrays each time, or perform other calculations between
successive calls to the FFT that would modify the data cache.

5.2 Compiler considerations

We now examine the eect of compiling the specialized FFT programs, focusing
on the treatment of oating-point constants and the eect of very large procedures on register allocation.

Floating-point constants A reference to a small integer constant can be inlined in a machine instruction. A oating-point constant, however, is stored in
the data segment of the machine code. Thus, loading such a constant may require
memory access. In the compiled unspecialized program, the real values produced
by the calls to the sine and cosine functions are stored in registers throughout the
innermost loop. In the straight-line code produced by specialization, the extent
of the reuse of a particular oating-point constant is less evident.
As shown in Figure 7, compilers vary in their treatment of the oatingpoint constants in the specialized FFT program. Version 2.8.1 of gcc consistently performs the fewest loads per oating-point constant. An earlier version
of gcc, however, performed signicantly more loads per oating-point constant
for 64 or more elements. In contrast, version 4.2 of cc performs more loads per
oating-point constant than an earlier version. Even when there are few loads
per oating-point constant, the need to keep oating-point constants in registers
prevents these registers from being used for other values.
Size

loads per oat
loads per oat
loads per oat
loads per oat

gcc 2.7.2.1
gcc 2.8.1
cc 4.0
cc 4.2

16
1.0
1.0
1.0
1.0

32
1.0
1.0
1.0
1.2

64 128 256 512
3.5 6.4 9.7 13.4
1.4 2.3 3.1 3.5
1.0 1.4 2.1 3.0
2.2 2.6 3.2 3.5

Fig. 7. Average loads per distinct oating-point constant.

Register allocation within very large procedures Procedure size aects
the compiler's ability to allocate registers. For the source program, both cc
and gcc generate assembly code that stores all intermediate values in registers.
Ignoring for the moment the need to store oating-point constants in registers,
it should be possible to compile the specialized program to use only registers as
well.
When a compiler is unable to allocate registers to all the temporary values, it
moves values from registers onto the stack. This operation is relatively expensive.
In compiling the FFT program specialized for 128 or 256 elements, gcc generates
many stack operations, including storing values on the stack that are never read
again. No stack operations are generated by cc. These extra memory references
account for some of the drop o in performance of the specialized program when
compiled by gcc.

5.3 Obtaining better performance from the specialized code

The useless stack operations generated by gcc suggest that the complex operations performed at optimization level -O2 perform badly on the large blocks of
simple straight-line code. Compiling instead with optimization level -O1, using
the additional option -fschedule-insns to perform some instruction scheduling, both eliminates all the stack operations and produces faster code, as shown
in Figure 8. Nevertheless, because of exceeding the instruction cache, we do not
obtain the expected speedup for large numbers of elements.

speedup
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innermost loop
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Fig. 8. Performance of variants of the specialized program (compiled with gcc).
At optimization level -O1, gcc performs slightly more loads per oatingpoint constant than at optimization level -O2. By avoiding optimizations that
are harmful, we have also eliminated some optimizations that could be benecial.
Thus, particularly because specialized programs do not have the form of typical C
programs, there are some trade-os involved in obtaining the best performance.
Overall, the problems with compiling and running large procedures suggest
that we may recover some of the expected speedup by performing less specialization, thus generating smaller procedures. A particularly appealing place to
limit specialization is the innermost loop. Here the results of the expensive sine
and cosine operations are used repeatedly, and the extra benet of having static
array indices seems minimal.
One approach is to simply never unroll the innermost loop. When gcc is
used at optimization level -O1 (Figure 8), the specialized rewritten program
has essentially the same performance for larger numbers of elements as the specialized original program. Compiling with optimization level -O2 gives similar
performance. When cc is used (Figure 9), the rewritten specialized program has
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Fig. 9. Performance of variants of the specialized program (compiled with cc).
better performance for larger numbers than the specialized original program.
Because of the instruction cache, however, the performance is again still lower
than the expected speedup.

6 Improving the result of run-time specialization
Run-time specialization introduces dierent performance considerations. Because compilation is performed at compile time on a set of templates whose
total size is bounded by the size of the source program, the duplication of templates at specialization time does not aect the quality of the compiled code. On
the other hand, because the templates are compiled before the static constants
become available, the compiler cannot take advantage of their values. By rewriting the program slightly, we can improve on the performance shown in Figure 4,
and indeed achieve much of the speedup obtained by compile-time specialization.
These transformations are described below.

6.1 The problem of a static value in a dynamic context
A static value in a dynamic context results in a hole within a template. Holes
are represented such that each hole is considered by the compiler to be a unique,
unknown constant 18]. The run-time specializer modies the assembly code of
the template by writing a load of the static value on top of the assembly code
generated for the hole. This approach can harm the quality of the specialized
code by preventing compile-time simplications and by reducing opportunities
for reuse of values loaded from memory.

To resolve these problems, we shift some specialization-time values to compile
time (by explicitly enumerating the possible values), and shift others to execution
time (by making them dynamic). Both approaches reduce the number of holes,
which shortens specialization time and produces more ecient specialized code.

6.2 Compile-time optimizations based on explicit constants
Because static values are not available at compile time, run-time specialization
does not introduce opportunities for compile-time optimizations based on explicit constants, such as eliminating multiplications by 0 or 1. To achieve this
eect during run-time specialization, we introduce conditionals that test for these
values and hand specialize the code accordingly. These extra conditionals are reduced during specialization, and thus only aect the specialization time. This
rewriting is a variant of what is widely known within the partial evaluation
community as \The Trick" 14].
For 16 elements the result of specialization after this optimization achieves a
speedup of 4.25, which is signicantly better than the speedup of 3.38 obtained
by specialization of the original program. For more than 64 elements there is less
improvement, reecting the smaller percentage of computations aected by the
optimization.

6.3 Sharing
The array indices of the innermost loop are also static values occurring in dynamic contexts. These values do not trigger any optimizations, so we simply
instruct the binding-time analysis to consider these values as dynamic. This annotation strategy dramatically increases the amount of sharing in the specialized
program.
In the innermost loop of the source program, several array elements are
referenced repeatedly, without intervening writes. Thus the compiler can detect
that the value stored in a register after the rst load of such an array element can
be used in the second occurrence, avoiding a second memory access. Run-time
specialization, however, obscures this property completely. Each hole is encoded
as a unique, unknown constant. Thus the compiler generates a separate memory
access for each array reference. Making the array index dynamic reintroduces the
possibility of sharing these values. The values of the calls to cosine and sine that
are not eliminated by the test for 0 and 1 are also shared after this optimization.
With this optimization, the speedup obtained ranges from 6.25 for 16 elements
to 3.60 for 512 elements, in contrast to the speedups of between 3.38 and 0.65
obtained by the specialized original program.

6.4 Combining the optimizations
As shown in Figure 10, with both optimizations, the speedups range from 7.81
for 16 elements to 3.79 for 512 elements. Beginning with 64 elements, the actual

speedup is signicantly lower than the expected speedup. In every case, the
run-time specialized code is larger than the compile-time specialized code. The
run-time specialized code exceeds the size of the instruction cache starting at
64, rather than 128, elements (c.f. Figure 5). Combining the two optimizations
also reduces the generation time by a factor of two. The cost of specialization is
amortized after at most 9 invocations.
The nal column of Figure 10 compares the execution time of the run-time
specialized code with the execution time of the result of compile-time specialization of the unoptimized program, compiled at optimization level -O1. With both
optimizations, run-time specialization achieves up to 76% of the performance
of compile-time specialization. This gure is comparable to the results of other
experiments with Tempo's run-time specialization 18].
Source
Run-time specialization
Size Time Generate Time Speedup
16 40.66
205.22 5.20 7.81
32 89.90
451.71 12.90 6.97 (6.86)
64 192.06 1020.68 35.76 5.37 (6.14)
128 393.78 2279.70 94.32 4.17 (5.58)
256 819.32 5045.29 204.78 4.00 (5.13)
512 1678.38 10937.41 442.27 3.79 (4.76)

=
6
6
7
8
9
9

CT/RT
Time
76%
76%
66%
64%
74%
73%

Fig. 10. Performance of the result of run-time specialization after all optimizations to
the source program (gcc only, times in microseconds).

7 Related work
Because we are investigating the application of partial evaluation to scientic
code, we focus on partial evaluators for Fortran and C.
Gluck et al. have specialized the FFT using their partial evaluator for Fortran
11]. They achieve speedups ranging from 5.05 for 16 elements to 1.83 for 512
elements. Their good results on this example motivated our investigation.
C-Mix is a partial evaluator for C developed by Andersen 1]. Using C-Mix,
it should be possible to achieve similar results similar to our results for compiletime specialization. C-Mix does not provide run-time specialization. Furthermore, to achieve good results from run-time specialization, we require a bindingtime analysis that can consider a variable to be both static and dynamic. C-Mix
does not provide this facility.
Grant et al. have also developed a run-time specializer for C 12]. Like Tempo,
their approach is based on templates. Their system allows the user to annotate
particular program points as static or dynamic, rather than only allowing entry
point annotations. This facility could be useful in our experiments to specify
that a loop should not be unrolled or that a static variable in a dynamic context

should be treated as dynamic. Their system, however, provides fewer automatic
analyses than Tempo, and thus relies more heavily on user annotations. Unlike
Tempo, their system performs optimizations on the code produced by run-time
specialization. These optimizations require extra run-time overhead. As shown
by Figure 10, even without optimization at run-time, we obtain between 64%
and 76% of the performance obtained by compile-time specialization, which can
be viewed as specialization with maximal optimization of the specialized code.
Their system does not provide compile-time specialization.
Tick C is a C-like language for describing code to be generated at run time,
using Lisp-like backquote and comma operators 9]. Tick C is not a partial
evaluator. Thus the code to generate the specialized program must be written
by hand.
In this paper, we have assessed our experimental results by comparison with
an expected speedup based on the complexity of the static and dynamic parts
of the program. Jones et al. have also considered the problem of estimating the
speedup achieved by partial evaluation 14]. Their analysis, however, considers
only the limit of the speedup as the size of the input increases. In the case of
the FFT, the limit is 1, indicating no speedup, because the dynamic code of the
innermost loop of the fft procedure has a greater complexity than the static
parts of the program.

8 Conclusion
In this paper, we have investigated the problem of generating an ecient FFT
implementation by using automatic program specialization. We obtained significant performance improvement from both compile-time specialization (up to
over 9 times faster) and run-time specialization (up to over 7 times faster). We
carefully assessed compiler characteristics that aect the performance of specialized programs, and proposed simple rewritings of the source program to generate
specialized programs that have better performance. Elsewhere, we have shown
that this specialized FFT implementation, generated automatically and thus
reliably, has performance comparable to hand optimized implementations 16].
While the partial evaluation techniques we have focused on, compile-time
and run-time specialization, are not practical for FFT's of very large sequences,
there are realistic applications, such as the 125.turb3d simulation program
in the SPEC95 Benchmark suite 8], that repetitively perform FFT's of data
sets of the sizes used in our experiments. Furthermore, data specialization 4,
15, 17] shows promise for extending automatic optimization within the partialevaluation framework to much larger data sets.
A focus of this work has been to analyze the benets of compile-time and
run-time specialization given particular compilers and program rewritings before specialization. Two observations stand out. For compile-time specialization,
the benets of loop unrolling are oset by the possibility of exceeding the size
of the instruction cache and the problems of compiling large procedures. Thus,
specialization with respect to loop indices is not always benecial. For run-time

specialization, we have seen a signicant performance decline when there are
many trivial holes. Considering a static variable in a dynamic context to be dynamic more than doubles the speedup obtained by run-time specialization of the
FFT. These observations suggest that while compile-time and run-time specialization can share the same preprocessing framework, as illustrated in Figure 1,
at the low level, dierent annotation strategies are appropriate. Further work
is required to fully assess this approach. It is hoped that the analysis presented
in this paper will prove useful in guiding the application of specialization, and
in particular of Tempo, to other programs, and will motivate similar detailed
analyses of the benets of specialization.
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